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Abstract

Regardless of the source or mission, the analysis of astrophysical data invariably relies on the
interplay between predictive physical models, a detailed understanding of the observing instru-
ments, and the discriminating comparison of predictions and actual observations. With HYDRA,
we are developing a new platform which will provide scientists a more flexible and extensible way
of constructing models for astrophysical sources that include geometric information, physical emis-
sion and absorption mechanisms, transport processes, and projection effects. We will also provide
an interface through which users may link existing astrophysical models to HYDRA. Similarly,
modules describing the performance of the instrumentation, be it ground-based telescope or orbit-
ing satellite, will be definable in a mission-independent way to allow realizations of these models
in the form of simulated observations. By combining source and instrumentation models, HYDRA
can serve as a tool for observational planning, instrument design, and calibration. Simultaneously,
HYDRA will provide an analysis environment that allows source models to be compared to existing
observations and iteratively adjusted. As part of its design, the HYDRA system will also include
advanced visualization capabilities that will provide users with additional diagnostic ability as well
as a potentially powerful educational tool.
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1 Motivation

Future astronomy missions will require technical
advances on many fronts to achieve their scien-
tific objectives. The need for increased collect-
ing area, spatial resolution, and spectral resolv-
ing power will drive development in a number of
areas including optics and detector technology.
Similarly, the increasing complexity of the data
from these missions will require corresponding
advances in the capabilities of the software tools
we use to analyze and interpret that data. If
we are to maximize the potential science return
from our mission investments, we will need flex-
ible analysis tools which can accommodate and
exploit this complexity.

Current missions such as Chandra and XMM,
with their mixture of spatial and spectral infor-
mation, are already posing data analysis chal-
lenges using current analysis paradigms (e.g.,
Peterson et al., 2002). Missions such as
Constellation-X and Astro-E2 will only increase
this level of complexity, with observations that
mix components of spatial, spectral, and tem-
poral analyses. See for example, Young and
Reynolds (2000) which describes the “rever-
beration mapping” analysis of relativistically
broadened Fe Ka lines - a prime goal of the
Constellation-X mission. Inherent in these pro-
posed analyses is an “event based” approach that
of necessity will allow users to combine complex
source models with detector simulations that ac-
curately reproduce all of the observatories prop-
erties, spatial, spectral, and temporal. Concur-
rent with these NASA led efforts to develop the
next generation of models and observatories, ef-
forts must be made to develop analysis tools with
the capabilities to match.

With HYDRA, we are exploring a new
paradigm for astronomical analysis systems that
will address these needs. By exploiting a va-
riety of modern computing techniques, we are
developing a system which provides the capabil-
ity to define sophisticated source models, highly
accurate instrument simulations, and customiz-
able analysis methods, all within the framework

of a flexible and extensible platform which can
adapt to the needs of current missions as well
as those to come. The many complex facets of
this endeavor recall the mythical, many-headed
Hydra. Our goal is to develop an analysis sys-
tem which, by design, takes into account the
fact that modern astronomical analysis is mul-
tidimensional, multiwavelength, and ultimately
multi-mission.

Such a system supports NASA’s objectives de-
tailed in “The New Age of Exploration: Direc-
tion for 2005 and Beyond”, specifically Objec-
tive 5' and Objective 132. Studying the forma-
tion and evolution of systems from black holes to
clusters of galaxies, tracing the chemical history
of the universe as it leads to life, and exploring
the behavior of matter in extreme environments
are all goals which require a new level of sophis-
ticated modeling and analysis taking advantage
of available advances in computer technology.

Also, by extending the general tool kit of
the astronomer to routinely include 3D model-
ing and visualization, the HYDRA system can
help bridge the gap between ongoing scientific
research and the public. The interactive 3D as-
pects of the HYDRA system in particular can
provide an engaging educational tool for stu-
dents allowing them to model and explore real
and imagined astrophysical systems.

2 Current Analysis Systems

Before continuing, it is worth placing our HY-
DRA conception in the context of current analy-
sis systems. An assortment of software tools are
available to astronomers, with AIPS/AIPS++,
CIAO, MIDAS, EXSAS, FTOOLS, IDL, IRAF,
PROS, STSDAS, and XANADU among the
more prevalent. The majority of these, however,
are tailored to either a specific type of analysis

!Explore the universe to understand its origin, struc-
ture, evolution, and destiny.

2Use NASA missions and other activities to inspire and
motivate the Nation’s students and teachers, to engage
and educate the public, and to advance the scientific and
technological capabilities of the nation.



or an individual type of data. Arguably, much
of their functionality is devoted more to data
preparation and reduction, accounting for the in-
strumental characteristics of a particular mission
or observatory, than actual analysis. The capa-
bilities they do provide are often specific to one
class of analysis, e.g. image or spectral, but not
both. HYDRA is intended to complement ex-
isting packages by providing an advanced fitting
and analysis environment much in the manner of
XSPEC, ISIS?, and Sherpa, the analysis engines
of their respective packages.

Unlike these tools, which presume spectral
data of a form describable by binned counts with
associated response and effective area files, HY-
DRA will further abstract these concepts so that
data events can be compared to model events
obtained from a realistic, full observatory sim-
ulation. Thus, HYDRA will not be limited to
comparing a model to a spectrum, but will also
be able to compare models to images, temporal
information, combinations of all three, or even
customized aspects of datasets defined by the in-
dividual user (see §7).

Another aspect of their common origins as X-
ray spectral analysis tools is that all three pack-
ages include source models which consider only
spectral emission. There is currently no simple
provision for modeling the spatial structure or
temporal properties of astrophysical sources. As
we discuss in §4, providing this capability in a
general and flexible way is one of the main goals
of the HYDRA project. This same flexibility will
allow users to link in their own potentially more
sophisticated models with little overhead.

In terms of flexibility, the ISIS (Houck and
Denicola, 2000) analysis package is one of the
most easily extensible astrophysical analysis sys-
tems currently available, with other systems typ-
ically requiring significant programming skill to
incorporate new models, new statistical meth-
ods, etc. The recently released XSPEC v.12 has
finally adopted this model, employed by ISIS for
several years, wherein new functionality can be
introduced without recompiling the system, pro-

3Developed by John Houck at the MIT Kavli Institute.

vided that the new code has been written to con-
form to the new, more generalized XSPEC inter-
faces. We note, however, that XSPEC v.12 still
presumes spectral data in the form of 1D arrays
of binned counts with associated response and
effective area files, and that its control language
(Tcl) is highly unsuited for numerical work.

Finally, we note that none of the currently
popular systems incorporate advanced visualiza-
tion capabilities. With HYDRA, we plan to pro-
vide an analysis platform with new capabilities
in all of the areas outlined above.

3 Research Goals

With the discussion of the previous section in
mind, we can outline a number of specific goals:

e Provide a general and flexible means of
defining more realistic, multidimensional
models for astrophysical sources.

e Provide a system which allows the behavior
of multiple missions to be simulated easily
and with appropriate fidelity.

e Provide a flexible environment which can
adapt to the specific needs of a wide range
of scientific analyses.

e Incorporate advanced statistical meth-
ods for the analysis of complex, multi-
dimensional datasets.

e Incorporate modern visualization tech-
niques to refine both source model construc-
tion and analysis decisions.

e Incorporate mechanisms which foster
greater use of high performance computing
methods within desktop analysis.

The remainder of the proposal will concentrate
on our specific plans for the design and imple-
mentation of the HYDRA system.



4 Advanced Source Models

Giving the user the ability to easily construct
more realistic models of astrophysical sources
and use these models directly in the analysis of
observational data is one of the primary goals
of the HYDRA project. Source models specify
the incident photon spectrum as a function of
position in the field of view and, optionally, as
a function of time. In the most general case,
the incident flux at a given position is computed
by integrating contributions from various model
components arranged along the line of sight, ac-
counting for geometry and all relevant absorp-
tion and emission processes.

4.1 Beyond Spectral Models

Current spectral analysis packages such as
XSPEC, SHERPA and ISIS provide a simple,
intuitive means to construct complex spectral
models using a library of simpler components.
For example, in ISIS, given source spectrum
models A and B, a source which contains con-
tributions from both can be modeled using the
expression of the form A(1) + B(1). In this ex-
pression, the numerical indices identify a spe-
cific instance of each spectral shape. Absorption
along the line of sight may be modeled by an
energy-dependent multiplicative factor since the
effect is to reduce the source flux. Combining
these components, one might define a complex
source model using a simple syntax of the form:

model = W(1)*( (A(1)+B(1))
+ W(2)*x(A(2)+B(2)) )

This expression specifies two multicomponent
sources, each having a different amount of ab-
sorption along the line of sight. In general, mul-
tiplicative components provide an approximate
treatment of foreground absorption and all addi-
tive components are assumed to be optically thin
so that they add linearly and may be summed
without restrictions.

While this approach is convenient for combin-
ing spectral components, no package currently

provides support for including models with spa-
tial structure.

4.2 Current HYDRA Prototype

We have developed prototype software that com-
putes spectra incident on a telescope from an ar-
bitrary 3D distribution of emitting and absorb-
ing material in the field of view. This software
is currently implemented as a generalized source
model for ISIS. Prototyping this model within
ISIS has a number of immediate advantages in-
cluding the ability to use any of the emissiv-
ity and opacity functions currently available for
XSPEC. In addition, we can take advantage of
the native capabilities in ISIS for applying in-
strumental responses and minimizing fit statis-
tics when comparing models to data. Conse-
quently, we can begin the process of testing and
refining this prototype immediately without hav-
ing to wait for development of the other major
components of HYDRA.

Beyond accounting for absorption along the
line of sight, we have not attempted to treat
self-consistently the microphysics of the coupling
between radiation and matter. We assume that
the emissivity and opacity are specified every-
where in the source volume, usually through pa-
rameterized functions suitable for model fitting.
Models which require detailed radiation transfer
effects are beyond the scope of our initial efforts.

For generality and computational convenience,
the source volume is subdivided into a Cartesian
grid, and assigned a coordinate system oriented
with lines of sight (LOS) along the Z axis as
shown in Figure 1. This scheme simplifies the
computation of integrals along the line of sight.
To compute incident spectra for a different view-
point, one could either consider lines of sight at
an angle to the Z axis or rotate the emissivity
and opacity distributions within the fixed coordi-
nate grid to place the desired line of sight along
the Z axis. In our current prototype, we have
chosen to implement the latter approach. This
choice makes it easier to distribute the compu-
tation over multiple CPUS.
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Figure 1: Schematic representation of the generalized 3D spatial-spectral model implemented in the current
HYDRA prototype and discussed in the text. Integration through the grid along a given line of sight yields
the observed, projected intensity as a function of position and energy.

The prototype provides a S-Lang API to sup-
port defining source models as 3D distributions
of energy-dependent emissivity and opacity. The
source volume is implemented as a 3D array of
structures, one structure for each spatial zone
or cell. Each structure contains the energy-
dependent emissivities and opacities for the cor-
responding cell. When the source model consists
of multiple components, some cells may contain
a list of several emissivity and opacity contri-
butions. If the source model has a high degree
of symmetry (e.g. spherical symmetry), one can
exploit the symmetry to reduce the memory stor-
age requirements.

In our prototype, the emissivity and opac-
ity structure fields are implemented as arrays
of pointers. When no model component con-
tributes emission or absorption in a given cell,
the corresponding structure fields in that cell are
simply null pointers. In cells containing contri-
butions from one or more components, the ar-
rays in that cell contain pointers to the relevant
emissivity and opacity curves. This scheme is
memory efficient because there is no duplication
of emissivity and opacity curves. For maximum
efficiency, the code to manage this 3D array of
structures is implemented in C; higher level op-
erations are implemented in S-Lang.

While general 3D models require defining
emissivity and opacity curves for each cell in

the source volume, models with a high degree of
symmetry can be defined by providing much less
information. To simplify the definition of simple
3D models, we will provide a number of common
distributions. The existing prototype provides
triaxial ellipsoids, thereby including spheres and
ellipsoids as obvious special cases. To define a
spherical model, the user must provide emissiv-
ity and opacity curves as a function of radius.
A common approach might be to define physical
variables as a function of radius (e.g. a power-
law radial temperature dependence). At each
radius, one would then compute the emissivities
and opacities using spectral models like those
provided by XSPEC. To define a 3D model, the
user would select a set of emissivity models (e.g.
from among the XSPEC models) and would then
provide the radial dependence of every model pa-
rameter (or accept the default parameter value).

4.3 External Models

To support analysis of source models which are
much more complex than those outlined above,
we plan to provide a reasonably general soft-
ware interface that can support a wide variety
of sources. In general terms, such an interface
must provide a stream of incident photons with
specified direction, energy, and arrival time and
at an appropriate rate at each point in the field



of view. We plan to adopt an interface similar
to the one defined to support user-defined source
models in MARX?.

For example, a hydrodynamic simulation of
an astrophysical source could define the physical
conditions throughout a source volume (e.g. the
temperature and density distribution for X-ray
emitting gas in a cluster of galaxies). HDF5 for-
matted output files from such a simulation could
be loaded into a S-Lang script using our recently
developed HDF5 module. Spectra incident upon
a telescope could be computed by line-of-sight
integration over volume emissivities and opaci-
ties as described in §4.2. Given these incident
spectra, a MARX-style Monte-Carlo simulation
could be driven by generating a stream of inci-
dent photons with the appropriate distributions.
Utilizing the generalized software interface de-
scribed here, this model could be connected to
the rest of the HYDRA system, visualized us-
ing its 3D rendering capabilities, folded through
a simulation of various observatories, and cast
in the form of simulated data for comparison to
actual observations.

4.4 Photon Generation

To generate the incident photon stream for a
given model, it is sufficient to provide an inter-
face which takes a vector representing a line of
sight and returns the corresponding photon dis-
tribution. In one approach, related to the imple-
mentations used by XSPEC, SHERPA and ISIS,
the model photon distribution may be folded
through the instrument response to generate a
predicted data set. This “forward-folding” ap-
proach is a mechanism for “solving” the integral
equation discussed in §5 which relates the inci-
dent source flux to detected quantities.
Alternatively, one can drive a Monte-Carlo
simulation by randomly drawing incident pho-
tons from the specified distributions which de-
scribe the spectral and spatial properties of a

‘MARX is a Monte-Carlo simulator that accurately
models the behavior of the Chandra X-ray Observatory,
developed at MIT by members of this collaboration.
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Figure 2: A map of the amount of ICM heating in
the center of the Perseus cluster. It was calculated
from a deep Chandra observation using a customized
script in ISIS (written in S-Lang) which automates
the process of extracting and fitting spectra. The im-
age consists of 10* individual fits and was calculated
in only several hours using the PVM module on a
network of 25 workstations (Wise and Houck, 2005).

given source. With this approach, the instru-
ment response can be treated using a mission-
independent hardware abstraction layer (see the
discussion of ARDLIB in §5). We plan to ex-
plore these alternatives and, given that each ap-
proach has advantages in certain situations, may
ultimately elect to support both techniques. To
maximize run-time performance, the subroutine
interface for computing source models will sup-
port caching pre-computed quantities. Before
model computations begin, a function call will
perform any required initialization.

4.5 Distributed Processing

Although our aim is to create an analysis system
that can run quickly and efficiently on a typical
workstation, we plan to support larger scale sim-
ulations that may require more computational
resources. The cheapest approach for large scale
simulations is to distribute the work load over
a small local network of computers such as may



be found in most University astronomy depart-
ments. We have extensive experience with dis-
tributed processing of X-ray data (see Figure 2)
using ISIS and PVM (Geist et al., 1994).

In our work on large scale simulations, we will
focus on computations which are inherently par-
allel, such as Monte-Carlo simulations, which are
ideally suited for distributed processing.

5 Multi-Mission Simulations

5.1 Simulation Modules

In an era of proliferating astronomical data
archives, the ability to work with data from mul-
tiple missions or observatories is a crucial re-
quirement for any analysis system. Scientifically,
data analysis is becoming an increasingly multi-
wavelength endeavor and our tools must reflect
this need. Although some of the data analysis
packages in current use attempt to meet this
multi-mission goal, they often do so at the ex-
pense of fidelity. The detailed and potentially
complex performance of instruments and obser-
vatories are typically included using highly sim-
plified representations. Consequently, subtle or
complicated effects present in actual observa-
tional data are often neglected. When these sim-
plified instrument models are then coupled with
already overly simplified source models, the re-
sults often bear only a qualitative resemblance
to the actual data they are meant to represent.
These simplifications place limitations on both
the type and accuracy of scientific analyses.

As part of its design, HYDRA will include the
ability to couple the advanced source models dis-
cussed in the previous section with simulations
of the observational performance of a given ob-
servatory. The resulting simulated observations
can be used for a variety of purposes includ-
ing observational planning, instrument perfor-
mance studies, and most importantly, scientific
analysis. Building upon our development of the
Chandra X-ray simulator MARX, we have devel-
oped a mission-independent protocol for specify-
ing instrument models by which the same source

model may be folded through a simulation of
many different observatories. In principle, mul-
tiple simulations for a given observatory which
reflect different levels of fidelity can be deployed
using the same interface depending on the type
of analysis desired, i.e., one might trade fidelity
for computational speed.

By following this protocol, simulation modules
for new missions or observatories can be added as
needed. We currently have a high fidelity, simu-
lation module in place for the Chandra X-ray ob-
servatory based on MARX. Our immediate plans
are to expand to include both the XMM-Newton
observatory and Astro-E2 missions as well as a
prototype for the proposed Constellation-X mis-
sion. Modules for other observatories and mis-
sions will be added as HYDRA evolves. Al-
though our initial focus will be on existing and
future X-ray missions, we will investigate and as-
sess the feasibility of including other wavebands
such as radio, optical, and infrared as well. Our
goal will be to design interfaces of sufficient flex-
ibility to allow for the potential differences in
photon behavior and characterization possible in
these diverse domains.

5.2 Hardware Abstraction

Instrument simulation in HYDRA may be
viewed as a means of providing a generalized
solution to the integral equations (Davis, 2001)
that relate the flux from an arbitrary distri-
bution of source photons to observable quanti-
ties such as detector count rates. These equa-
tions contain functions that characterize the var-
ious aspects of the instrumental response to
source photons. Examples of such responses
include the telescope effective-area, the point-
spread function, CCD quantum efficiencies, and
grating efficiencies. Because the instrumenta-
tion varies from mission to mission, the re-
sponse functions are inherently mission-specific.
ARDLIB?® is a software library that represents
these mission-dependent functions through a
mission-independent application programming

5Developed by John Davis at the MIT Kavli Institute.



interface (API) (Davis, 2000). This abstraction
is made possible through the object-oriented de-
sign of the library. ARDLIB has been adopted
by the Chandra data analysis system (CIAO)
and is used with great success by the programs
that create Chandra effective areas and expo-
sure maps. Similarly, ARDLIB will also play a
fundamental role in the mission-independent re-
alization of HYDRA.

Ultimately, the user would need to know very
little about ARDLIB to use HYDRA effectively.
In fact, one of the most important concepts
of object-oriented design is that of data en-
capsulation. ARDLIB uses this concept effec-
tively to hide the mission-dependent as well as
implementation-specific details about how in-
strumental responses are computed. Rather,
the ARDLIB public interface makes reference
to objects that have mission-independent mean-
ings. For example, instead of having a func-
tion that computes Chandra’s HRMA effective
area, which requires knowledge that Chandra
has four mirror shells, and so forth, ARDLIB
simply deals with the instantiation of an abstract
effective area object, which in itself has a well-
defined meaning independent of any specific in-
strument. Of course the effective area computed
from the abstract object would correspond to
the appropriate instrument-specific quantity. In
other words, if one is using HYDRA to analyze
XMM data, then that object will represent the
XMM effective area.

The encapsulation of mission-specific details
into abstract objects also means that HYDRA
will automatically support a new mission once
support for that mission has been added to
ARDLIB. That is, not a single line of HYDRA’s
code would have to be modified to gain such sup-
port. One immediate consequence of using such
an object-oriented library is that software main-
tenance of HYDRA will be vastly simplified. An-
other side-effect of this approach is that the HY-
DRA programmers themselves will need to have
very little knowledge about the various missions
supported by HYDRA.

Finally, it is worth noting that ARDLIB is

a thread-safe library. As mentioned previously,
for maximum performance HYDRA will allow
the user to exploit multiple CPUs using PVM
to distribute a computation over a network of
machines. Alternatively, for a single machine
with multiple processors, one may want to use
a threaded version of HYDRA to distribute the
load across the CPUs. As multi-cpu machines
are quite common, the fact that ARDLIB is
thread safe could provide HYDRA with signif-

icant performance enhancements.

6 Visualization

The ability to visualize both the input source
models and the resulting simulated observations
represents an important new capability offered
by the HYDRA system. Datasets from modern
missions are increasingly complex and often bet-
ter suited to analysis using more sophisticated
representations than traditional 2D plots and
images. To begin to address this need, we have
already incorporated within the HYDRA proto-
type two forms of visual data exploration which
we believe are not standard components of any
public astronomical package.

The first of these is VWhere (Noble, 2004b),
which supports the interactive creation of com-
plex, multi-dimensional filters via the applica-
tion of regions to plots of dataset slices (Fig-
ure 3). This approach can instantaneously reveal
data correlations that can be difficult and time-
consuming to discover with traditional command
line tools, while requiring exactly zero knowledge
of package-specific filtering syntax. Based upon
the powerful where function built-in to S-Lang,
VWhere exceeds traditional tools by a wide mar-
gin in terms of its fluid ease-of use, runtime per-
formance, and scope of analytical power (e.g. it
is impossible to extend compiled, command line
filtering tools at runtime in order to utilize a new
routine contained in, say, the GNU scientific li-
brary to filter an event list).

As we discuss in the next section, HYDRA will
include the ability to utilize user defined data fil-
tering “on the fly” during analysis itself, rather
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Figure 3: The interactive filtering tool VWhere, part

of the current HYDRA prototype, in action. The left

panel shows a polygonal filter being applied to events in a color—intensity diagram. The right panel shows
these selected events (indicated in red) in the corresponding light curve.

than only within the preceding data reduction
phase. These filters may take the form of more
familiar aspects of the data, such as images or
spectra, but may also include more esoteric prop-
erties (see for example Figure 5 in §7). The abil-
ity to visualize, and cut, datasets in potentially
complex ways will be valuable to users who re-
quire special purpose filters uniquely suited to
their particular analysis. VWhere is a first step
toward giving users this ability in HYDRA.

A second way in which HYDRA will exceed
the capabilities of current packages is by incorpo-
rating volume visualization as a standard com-
ponent. As part of its education and public out-
reach mission, NASA has identified the devel-
opment of unique and compelling new teaching
tools as one of its strategic goals. By giving sci-
entists the capacity to visualize the actual, work-
ing models they use in their analyses, HYDRA
has the potential to be a powerful teaching tool
for communicating with teachers and students

Towards this end, we have created the proto-
type volview guilet (see Figure 4), based upon
the Volpack rendering library (Lacroute and

Levoy, 1994). With this module we are able to
visualize both input source models as well as the
resulting simulated observations, an important
capability not provided by any current package.
The construction of source models which include
spatial components (such as those described in
§4) is likely to represent a more subtle process,
potentially requiring interactive fine tuning; vi-
sualizing model components during these itera-
tions provides a useful “sanity check,” and can
lead to new qualitative insights.

Volpack was selected for our initial volumetric
work because it is very small, has no external de-
pendencies, requires no special hardware, and is
very fast. Its shear-warp factorization algorithm
is generally recognized as the fastest rendering
technique available (Meifiner et al., 2000), a cru-
cial factor for interactive analysis. The adoption
of Volpack, however, does not preclude eventu-
ally incorporating packages with a wider range of
functionality, such as OpenGL or Vtk. Further-
more, the HYDRA user remains free to utilize
the S-Lang interface to Python and import ex-
isting visualization tools such as PIL or MayaVI.
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Figure 4: Volumetric rendering of a simple 3D emis-
sivity model using the volview module. The emissiv-
ity model was computed using the HYDRA prototype
3D model discussed in §4.

7 Flexible Fitting

An analysis environment must be able to de-
fine flexible models, compare them to observed
data, and adjust them in order to determine
the desired underlying physical quantities. Cur-
rent systems implementing these iterative com-
parisons tend to be geared toward a specific type
of analysis, e.g. spectral, and are not easily con-
figured for other types of comparisons. Conse-
quently, users must resort to using multiple sys-
tems to perform different types of analysis on the
same dataset. This division reflects more current
software design, rather than the scientific needs
of the user.

HYDRA will be designed to allow users to
have nearly complete control over the analysis
process. This is an ambitious task, but one
we believe to be achievable by taking advantage
of improvements in computational power (e.g.,
faster CPUs linked via PVM) and advances in
statistical methods. The latter will be a specific
research focus in the early stages of our proposed
program. Modern advances in statistics and in-
formation theory (e.g., Bayesian techniques) will
be explored with two goals in mind: giving users
the ability to gauge and visualize the ‘informa-

tion content’ of their data, and giving users the
ability to choose which aspects of the data will
drive the fitting process.

Traditional “one dimensional” fitting algo-
rithms (e.g., XSPEC, Arnaud, 1996) typically
rely upon the user binning the data to a min-
imum counts per bin so that subsequently a
model can be applied and a x? derived. Regard-
less of the resolution of the detector, the ‘effec-
tive resolution’ is determined by the number of
bins with adequate counts. An alternative ap-
proach is to instead use Bayesian techniques (for
a review geared towards modern astronomical
applications, see Connors, 2003) wherein model
likelihoods are calculated based upon the actual
statistical properties of the data (which are of-
ten governed by Poisson, rather than Gaussian,
statistics). This approach, however, can be com-
putationally expensive, especially for users who
wish to fit multi-dimensional (e.g., spatial and
spectral) data simultaneously.

One approach to reducing the complexity of
the required calculations is to first allow the user
to gauge the information content of their data, so
that the user then can decide upon the degree of
fidelity that can or should be incorporated into
their desired models. A current example of this
approach using Chandra data are ‘wavelet’ based
methods for detecting image structure (Freeman
et al., 2003), which then allows a user to con-
centrate modeling efforts only on those regions
with sufficient structure. The modular approach
of HYDRA, whereby different instrument mod-
els can be inserted into the analysis path, will
allow such procedures to be easily adapted to
other instruments.

Bayesian methods allow more generalized ap-
proaches toward finding structure in multi-
dimensional data.  Scargle (2003) describes
Bayesian methods of sub-dividing data into
multi-dimensional ‘blocks’ with statistically sig-
nificant structure. These methods have been
refined to be both computationally less expen-
sive and more robust (Scargle et al., 2004). We
have created S-Lang implementations®, for one

5Code, examples and descriptions can be found at



dimensional data, that have been successfully
applied to finding structure in both time series
data (e.g., flares) and within gratings data (e.g.,
absorption and emission lines)”. The latter ex-
ample is illustrative of the modular approach
that HYDRA will take. Event data are taken
from the observations, model data are created
within an analysis engine (e.g., ISIS), and then
the two are passed to and compared within an
independent statistics module (i.e., the S-Lang
subroutines). This approach will allow us to
quickly and easily adopt new statistical tech-
niques. We even have explored and identified
ways to incorporate statistical modules written
in other scripting languages, such as Python
(e.g., Loredo, 2001). Again, it is the indepen-
dence and modularity of data, instrument model,
and statistical analysis, that makes this possible.

The second, and perhaps more difficult, com-
ponent of the statistics problem is to identify
methods for fitting multi-dimensional models to
multi-dimensional data. This issue will be a
major focus of research for us as the HYDRA
project progresses. We believe that one key to
this challenge will be to allow the user as much
control as possible over what aspects of the data
drive fits to each of the parameters of the model.
An illustrative, although somewhat specialized
and “hardwired”, example of this can be found in
studies of X-ray emission from clusters of galax-
ies (Peterson et al., 2001; Peterson et al., 2002;
Peterson et al., 2003).

The XMM-Newton Reflection Gratings Spec-
trometer (XMM-RGS) is designed to pro-
duce high-resolution spectra (A\/AX =~ 500 at
1keV=12.4A) of point sources (e.g., sources
smaller than the ~ 15” spatial resolution of the
XMM mirrors). X-ray clusters, on the other
hand, with core radii of O(1’), are spatially ex-
tended relative to the XMM resolution. The
dispersed X-ray image, however, still has an ef-

http://space.mit.edu/CXC/analysis/SITAR.

"The ‘Bayesian block’ approach to structure identifi-
cation can readily be adapted to multi-dimensional data
sets (Scargle 2005, priv. comm.), and has some overlap
with the previously cited wavelet techniques. We plan on
adapting our own implementation to 2D and 3D.
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fective resolution of \/AX &~ 100: a factor of
~ 7 better than native CCD resolution (Peterson
et al., 2001, 2003). There is thus additional infor-
mation content in the data which current anal-
ysis systems are unable to exploit. The meth-
ods outlined by Peterson et al. (2002) illustrate
necessary components of the proposed HYDRA
system, and suggest other potentially desirable
features.

A necessary aspect of this work is the ability to
take a complex model (e.g., spatially-dependent
and extended input spectra) and fold it through
a detector model that reproduces the properties
of observed data with high fidelity. Whatever
“analysis decisions” and statistics one chooses
can then be applied to the observed and modeled
data alike, which allows meaningful comparisons
to be made. This ability is the core philosophy of
the HYDRA system, as in marked contrast to,
for example, XSPEC, where many analysis de-
cisions (e.g., binning of the data, temporal cuts
on the data, etc.) must be determined before the
data is input to the analysis engine.

The second approach adopted by Peterson
et al. (2002), which highlights at least a desired
feature of the HYDRA system, is to allow the
user to determine which aspects of the model
fits are to be associated with different properties
of the data. For example, Peterson et al. (2003)
use the ‘cross dispersion’ profile of the data (i.e.,
detected counts per pixel in directions perpen-
dicular to the gratings dispersion direction) to
fit the cluster ‘core radius’, while along the dis-
persion direction counts are collapsed into a sim-
ple one-dimensional description of count rate vs.
wavelength. The latter is fit in a simple one-
dimensional x? sense, albeit with a two spatial
dimension (although azimuthally symmetric) in-
put model. The problem is then reduced from a
2-D to a 14+1-D comparison.

This is clearly not the desired end-point for
multi-dimensional fit comparisons. Future mis-
sions will require true multi-dimensional fitting,
wherein the dimensions might represent differ-
ent data types, such as spectral and temporal
data inter-mixed (see, for example, Figure 5).
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Figure 5: A complex spectral/temporal model (left) that one might expect to fit to Constellation-X data
(simulated on the right). The model represents a discrete flare occurring above an accretion disk surrounding
a super-massive Schwarzschild black hole. The flare is reprocessed as a fluorescent Fe Ko line which is
relativistically smeared and time delayed. The model on the left shows the amplitude response of the
smeared line as a function of both photon energy and time. The right shows a realistic simulation of a
Constellation-X observation. The model and data are inherently 2-D and must be fit in a 2-D fashion, with
the fit relying on an accurate simulation of instrument events. (Figures from Young and Reynolds 2000.)

It does, however, highlight the necessity for the
model and observed data to be treated in analo-
gous manners, and for the user to have flexibility
in defining fit statistics independent from the in-
put models and the detector model. By adopting
a modular approach, we will be able to explore
different methodologies for defining fit statistics.

8 Implementation

Computer-aided desktop analysis remains the
core activity of the observational scientist, yet
we note that while there exists a wealth of tech-
niques for advanced visualization and high per-
formance computation, a significant gap remains
between what can be achieved in these areas
and what s regularly wutilized by astronomers
on the desktop. Limiting factors of conceptual
complexity and implementation buy-in conspire
to inhibit the addition of advanced computing
methods to the standard analytical toolbox, with
the result that typical astronomers take only
fractional advantage of such (Noble, 2003).
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8.1 Modular Architecture

Drawing from our experience, as both user and
developer, with major astronomical software
packages, we note a tendency in extant systems
whereby algorithms or libraries are internally
coupled in ways which dramatically constrain
their use elsewhere. Such systems, while open in
the superficial sense that sourcecode is publicly
available, are in a deeper sense closed by their
complex web of internal dependencies. Poten-
tial users confront the prospect of sifting through
tens or hundreds of megabytes of software or
data simply to obtain a small library or algo-
rithm; this effectively prevents the use of novel
portions of a system apart from its whole. Con-
versely, tightly coupled architectures betray a
distinct evolutionary disadvantage, in that they
also tend to inhibit, rather than promote, the in-
corporation of software developed externally to
the system.

HYDRA will thus be constructed not as a
closed, monolithic entity, but rather as a truly
open and extensible system, woven from indi-
vidual components that will, to the fullest ex-
tent possible, remain orthogonal in function. We



expect to write some of these ourselves, but
hope that others result from the work of out-
side groups. As a result, substantial portions of
HYDRA will not be developed from scratch, but
rather realized by connecting existing software
in new ways or by evolving current tools.

In form and function HYDRA will draw
largely from the heritage of ISIS. Originally writ-
ten to analyze Chandra spectra, ISIS has evolved
into a highly capable platform for general anal-
ysis, is already in wide use, and for over 4
years has served a crucial role in crystallizing
many of the ideas espoused here. In contrast
with much of the analysis software used by as-
tronomers today, modularity and extensibility
have, since inception, been a bedrock element
of ISIS, and are the fundamental design princi-
ples of the HYDRA architecture. For example,
the HYDRA main() routine is essentially a thin
wrapper around the S-Lang interpreter, used pri-
marily to establish callbacks to both static- and
dynamically-loaded modules, as well as gather
user input. (Figure 6).

Taking modularity to this extreme, where
components provide the bulk of HYDRA’s ana-
lytical capabilities, provides for an uncommonly
clean and flexible implementation. It also sup-
ports incremental delivery of benefit to the com-
munity, in the sense that new components may
also be distributed independently, well before
a new version of HYDRA proper need be re-
leased. To wit, most of the modules described
here are already publicly available, and may thus
be used independently of HYDRA, even within

completely foreign analysis systems 2.

8.2 Programmability

We note the resurgence of interest in interpreted
languages over the past decade. The notion of
using a scriptable environment as glue to bind
individual components — each developed in the
language most suited to the task — into a co-

8As demonstrated by the use of VWhere (Noble,
2004b) from Python, at GLAST (Hydra web site, 2005)
or the Perl Inline::SLang module.
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herent whole has become enormously popular
(Ousterhout, 1998), due in large part to its in-
nate flexibility and promise for increasing both
developer and end-user productivity. Designed
from the outset with this in mind, two of the
most compelling features of ISIS are its pro-
grammability and extensibility, both endowed by
the embedded S-Lang scripting language.

S-Lang, which forms the core of numerous
open source projects, and is bundled with every
Linux distribution, provides most of the usual
benefits one expects from a scripting language
However, it is S-Lang’s innate mathematical ca-
pability which makes it truly suited for our work.

For example, S-Lang natively supports com-
plex numbers, as well as highly optimized, and
transparently vectorized, operators and func-
tions. This fosters the use of concise analytic
expressions such as

c =sin(a) + b / 10.0

without regard to whether a and b are
scalars, vectors, or 4-dimensional arrays, and
with performance and capability on par with
compiled code and commercial software. The
fact that these features are built in to S-Lang
distinguish it from more widely known languages
like Perl, Python, or Tcl, which natively lack
high-performance multidimensional numerical
capability.  As indicated by Bagley (2003),
native S-Lang operators can outperform these
languages by two orders of magnitude or more
on representative calculations (e.g.
multiplication), while our references (and in-
house benchmarks) further indicate that native
S-Lang arithmetic operations can perform up to
twice as fast as hand-crafted C/C++ extensions
created specifically to optimize numerical work
in Python.

The idea here is not that S-Lang is the best
language for science or general purpose scripting.
Our point, rather, is simply that S-Lang is well
suited to our problem domain, and in our expe-
rience well worth the price of admission. It bears
a strong resemblance to IDL, and our colleagues

matrix
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Figure 6: HYDRA Component Architecture

routinely convert IDL, and MatLab scripts to S-
Lang with little effort. Mapping such scripts to
non-vectorized languages would be considerably
more difficult.

8.3 Polyglot

Woven into the arguments above are notions that
no single language is best suited for every aspect
of a modern analysis system, and that no sin-
gle team will possess the skills, experience, and
time required to build a system that will be all
things to all comers. Venerable algorithms may
be coded in FORTRAN, and more recent efforts
in C/C++, Python, or something else entirely.
In principle this ought to be irrelevant. From the
perspective of scientific analysis, the language
of implementation is of lesser importance than
whether the functionality may be utilized within
a given system, with robustness and accuracy.

HYDRA thus aims to enable science by es-
chewing parochialism, again by building upon
the modular extensibility of ISIS and S-Lang.
For example, ISIS already provides a module
which wraps numerous XSPEC models, most of
which are coded in FORTRAN. When colleagues
required specialized numerical routines for their
analysis we did not code them ourselves, but
rather provided S-Lang access to the GNU Scien-
tific Library, again vectorized where appropriate,
via yet another importable module.

While ISIS was not targeted at parallel or
distributed computation, we’ve employed it for
such by wrapping the Parallel Virtual Machine

(PVM) within a module. Though the primary
means of controlling ISIS interactively is through
command line input, we’ve extended it to the
realms of graphical user interfaces and 3D visu-
alization by employing the SLIRP code genera-
tor (Noble, 2004a) to create Gtk, OpenGL, and
Volpack rendering library modules.

Finally, we note the work underway in other
groups, particularly within the Python commu-
nity (e.g., Loredo, 2001). Our first hope is that
contributions from these efforts, at least at the
algorithmic level, are coded in compilable lan-
guages so as to foster the widest possible reuse.
Recognizing that this will not always be feasible,
however, we envision mechanisms for invoking
methods in modules written for other scripting
environments and vice-versa. While early results
on this front (e.g. footnote 8) are encouraging,
another aim is to establish stronger linkages be-
tween S-Lang, Tcl, and Python.

8.4 Large Scale Computations

Aspects of this proposal, especially when com-
bined with the increasing data volumes gener-
ated by the telescopes of today and tomorrow,
imply computing power well beyond the individ-
ual workstation. When individual researchers
confront the limits of this approach, as we did
when computing temperature maps, they are
faced with the prospect of assimilating tech-
niques that have taken practitioners beyond our
niche years or decades to develop. Another aim
of this proposal, then, is to identify ways of
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responding to this growing dilemma that are
meaningful and accessible to scientists steeped
in the single-desktop model of analysis.

Our work distributing ISIS computations with
PVM is a significant step in this direction. Its
success is evident in that more than a half- dozen
conference or journal papers — from within our
institution and beyond — have already published
results derived in part from use of the PVM mod-
ule. In fact, over the past year a significant frac-
tion of the aggregate CPU cycles available on our
local network has been consumed by PVM jobs
to compute a variety of CPU-intensive tasks in-
cluding temperature maps, confidence contours,
and photoionization codes. We expect this frac-
tion to only increase as our techniques become
more generally useful for a wider range of prob-
lems. Clearly, this heavy usage of the local net-
work negatively impacts our ability to perform
CPU-intensive experiments and testing related
to HYDRA development. This impact is the pri-
mary justification for our request of a Beowulf
cluster in order to ensure dedicated computing
resources are available.

9 Management Plan

9.1 Development Milestones

In the previous AISRP cycle (NRA 03-OSS-01),
we were awarded an initial year of limited fund-
ing to refine the HYDRA design and concept, as
well as address various issues and concerns. The
current proposal seeks to extend that funding for
the full term and implement a number of specific
development goals. Roughly, the HYDRA pack-
age can be divided into three main development
areas: source models, instrument models, and
analysis tools. The latter category encompasses
the filtering, fitting, and visualization discussed
previously. Our current design calls for several
key developments in each of these areas.

The expanded treatment of source models is
one of the most unique aspects of the HY-
DRA project. During the first year, we plan
to continue development of the generalized 3D

grid model prototype discussed in §4. Interim
goals include finalizing and documenting the
model interfaces, extending the number of sim-
ple distributions currently treated, and optimiz-
ing the model for distributed computation over
networks. Development during subsequent years
will focus on support for external models such as
“snapshots” from adaptive-mesh hydrodynamic
simulations and Monte-Carlo raytrace simula-
tions. We will also research possible ways to
include more accurate radiative transfer effects
in computationally efficient ways.

A number of current and planned missions are
good candidates for HYDRA instrument mod-
els including: Chandra, XMM, Astro-E2, and
Constellation-X. During this first year, we will
restrict ourselves to implementing a fully func-
tioning Chandra simulation module. We already
have much of the infrastructure in place for such
a module from our MARX and ARDLIB de-
velopment efforts. Our second priority will be
the incorporation of a module to support the re-
cently launched Astro-E2 mission. The ability
to perform joint fits using high-spatial resolu-
tion Chandra data and high-spectral resolution
Astro-E2 data is of particular interest. Subse-
quent development will include models for the
XMM RGS, Con-X, and ultimately instruments
outside the X-ray band.

For the first year of development, we have se-
lected fairly modest goals for the filtering and
fitting capabilities of the prototype. At a min-
imum, we will replicate the standard spectral
fitting capabilities users are familiar with from
packages such as XSPEC and ISIS. We plan to
define a minimal set of standard filters which po-
tential users might employ such as: extracting a
spectrum, a surface brightness profile, or a light
curve. These filters can be used individually or
in combination. Even this reduced functional-
ity represents an advance over existing analy-
sis packages. The more ambitious and flexible
filtering described in §7 will be deferred to the
second and third year of development where we
will prototype true multi-dimensional fits first
in a “binned” mode and then ultimately in a
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true “event-based” mode (e.g., as will be done
in GLAST data analysis)

In terms of visualization, during the first year
we will support volume animations, as well as in-
teractive controls for manipulating and probing
both volumes and images. By the second year,
we aim to employ these to tune modeling and
fitting, as well as extend VWhere to include an-
alytic functions as filtering constraints, support
1D and 3D inputs, and create higher-level wrap-
pers for file I/O and recording filter history. By
the third year we’d like to establish the feasibil-
ity of specifying a volume algebra to manipulate
individual objects within a volume space and /or
specify 3D models.

From the point of view of scriptability and
high-performance computation, we’d like to be-
gin by constructing high-level hooks allowing
PVM to be utilized transparently for common
analytical tasks. In the second and third years,
we plan to establish bridges from S-Lang to Tcl
and IDL, so that the large DS9, XSPEC, and
IDL user base may utilize our work directly.

9.2 Investigator Roles

This project will be conducted by a small, expe-
rienced team of researchers at the MIT Kavli In-
stitute. The investigators have worked together
closely for almost ten years developing a num-
ber of software projects including: the Chandra
observatory simulator MARX, the ISIS spectral
analysis package, and portions of the CIAO X-
ray data analysis system.

The Principal Investigator, Dr. Michael Wise,
will be responsible for the successful completion
of the project, and for the allocation of project
funds. He will coordinate the work of the co-
investigators, and assume final responsibility for
technical decisions. His progress will be moni-
tored by Dr. Jacqueline Hewitt, the Director of
the MIT Kavli Institute. The PI is supported by
six Co-investigators:

Michael Noble, Co-1, will be responsible for the
overall system architecture and package integra-
tion. He will also take responsibility for visual-

ization and consult on the API design and dis-
tributed processing.

Dr. John Houck, Co-1, will take responsibility
for the source model designs and fitting capabil-
ities, as well as assist with API development and
distributed processing.

Dr. John Davis, Co-1, will take responsibility for
the instrument module design and assist with the
API development and distributed processing.
Dr. Michael Nowak, Co-1, will be responsible
for the filtering and selection design, as well as
advanced statistical analysis capabilities.

Dr. Dan Dewey, Co-1, will consult on source
model designs, instrument simulation modules,
and 3D visualization.

Dr. Claude Canizares, Co-1, will provide overall
management assistance and contribute to source
model and instrument module specifications.

Partial support is requested for the two primary
developers (Noble and Houck) as well as the PI
(Wise). The remaining Co-I's will contribute to
the project as part of their scientific research
time and no additional support is requested.

9.3 Equipment

As discussed throughout the text, we are target-
ing both the sequential and distributed /parallel
models of computation; all code development
will reflect these goals from the outset. In the
first year we will purchase two multi-processor
workstations for initial development and test-
ing. During the second year, we hope to obtain
and install a Beowulf cluster, to provide a ded-
icated computational resource for this project
and avoid the increasing congestion in our local
network (see §8.4). A 16-node cluster is equiva-
lent in cost to only 3 or 4 high-end workstations,
yet will help us avoid the looming bottleneck of
CPU saturation while providing the flexibility to
support more communication-intensive compu-
tations, e.g. implemented in the MPI (Message
Passing Interface). No additional computing re-
sources are requested for year three.
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